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Abstract—Fixing a problem on a computer usually means 
leaving the task. The user copies an error message, searches the 
web, and then tries to apply what they find. This paper describes 
a screen assistance system that removes most of that detour. It 
watches the screen, reads the visible text with optical character 
recognition (OCR), identifies interface elements, and builds a 
structured description of what the user is doing. When it finds a 
problem, it rates the severity and asks a large language model 
(LLM) for a fix. The answer appears as an issue card with the 
root cause, numbered steps, a command that can be copied, and 
a confidence value. The assistant runs in a React dashboard and 
in a floating Windows overlay, and it also provides a prompt 
library, a knowledge base, voice mode, and a searchable history 
of past sessions. A Node.js and MongoDB back end handles login 
and storage, and capture starts only after the user consents. The 
prototype was tested at unit, integration, functional, and system 
levels. In a worked example, it recognized a missing-module error 
in a terminal and proposed the correct repair, which suggests that 
proactive, screen-aware help is practical on an ordinary desktop. 

Index Terms—Desktop assistant, screen understanding, context-
aware computing, optical character recognition, large language 
models, proactive assistance, productivity 

 
I. INTRODUCTION 

Much of today’s knowledge work happens on a desktop 
screen. Developers, students, and office staff move all day 
between editors, terminals, browsers, and documents. When an 
error appears, most people follow the same routine: copy the 
message, search the web or ask a chatbot, read a few answers, 
and then try to remember where they left off. Each detour is 
short, but together they add up and interrupt concentration. 

Desktop assistants have done little to change this. Voice 
assistants can send emails, schedule tasks, and control devices, 
which makes computers easier to use [1], [2]. However, they 
wait for a spoken or typed request and know nothing about 
what is on the screen. Reviews of voice interfaces still list 
speech accuracy and context handling as open problems [3]. 
Debugging tools can show that an error exists, yet they rarely 
explain what it means for the person looking at it. The user 
has to describe the problem to a tool that could have seen it 
directly. 

We built a system that fills this gap. It captures the 
screen, extracts the text and interface elements, summarizes 
the situation in a structured form, and offers a step-by-step 
suggestion without being asked. It is available through a React 

dashboard and a floating Windows overlay, and it also includes 
a prompt library, a local knowledge base, voice mode, and 
a searchable history of watched sessions. Suggestions come 
from a large language model (LLM), and the user’s feedback 
on each one is stored so that later answers can improve. 

What sets this work apart is the combination: continuous 
screen understanding, automatic detection of problems with 

severity levels, and an LLM explanation of each problem, all 
in one desktop tool. The multi-utility assistant that inspired 

this project [4] concentrates on commands and utilities rather 
than on watching what the user is doing. We also treat privacy 

as a starting point. Nothing is captured until the user agrees, 
capture can be paused at any time, and stored data is encrypted. 

The rest of the paper is organized as follows. Section II 
reviews related work, Section III describes the proposed 

solution, Section IV presents the testing and results, and 
Section V concludes with future work. 

II. RELATED WORK 
The multi-utility assistant mentioned above bundles useful 

utilities, such as OCR, reminders, and developer tools, into one 
desktop application that stays light on CPU and memory. A 
survey of desktop automation frameworks, including COSMO, 
stresses lightweight and privacy-aware designs but also reports 
that varied user interfaces remain hard to handle [5]. Voice 
assistants in the style of JARVIS, discussed earlier, combine 
speech recognition, language processing, and device control, yet 
they rely on spoken commands and depend heavily on the host 
system. Browser-based LLM assistants expose weaknesses in 
privacy and scalability [6]. Task-specific assistants for cooking 
guidance [7], document interaction [8], and sign-language 
conversion [9] show that assistants can be tailored to a purpose, 
but each is built around one domain rather than the user’s 
general desktop activity. 

Work on context-aware assistance goes beyond fixed com-
mands. A framework for context-aware assistive systems at 
work combines gamification and projection to support the user 
in the task at hand [10], and collaborative intent prediction 
uses real-time contextual data to anticipate what a user wants 
[11]. An assistant built on OpenAI models can keep track 
of the long-running context of a conversation, although it 
does not scale easily [12]. Human–machine collaboration can 
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improve contextual understanding in personalized systems, but 
it needs manual feedback [13]. Surveys of intent detection 
and commonsense reasoning note how hard it is to run these 
methods in real time [14], and LitSense shows how a tool can 
support the workflows of academic literature review [15]. 

A taxonomy of vision-based multimodal interfaces offers 
a useful design framework for context-aware systems, but 
it has not been validated in real time [16]. A review of 
multimodal interaction highlights missing human-factors work 
and a shortage of user studies [17]. 

Context-aware recommender systems form a related line of 
work. Reviews of recent developments and future directions 
[18] and of challenges in user modeling and privacy [19] stress 
that context improves suggestions but raises privacy concerns. 
Context-aware recommenders for knowledge workers supply 
datasets and frameworks, but they have seen little adoption [20], 
and using context to recommend apps improves predictions, 
although the data behind it is limited [21]. Studies of human–AI 
decision making map the design space of empirical human-
subject studies [22], and literature reviews on AI support for 
UX work [23] and on the design of interactive assistants [24] 
both find a gap between what the tools offer and what users 
actually need. Reviews of intelligent automation point to the 
effort needed to put these ideas into practice [25]. 

Among the works we surveyed, none combines continuous 
screen understanding, proactive detection of problems, and an 
LLM explanation of the problem in a single desktop tool. That 
is the gap this work addresses. 

III. PROPOSED SOLUTION 

The proposed system watches the screen, works out what the 
user is trying to do, and offers help before the user has to ask. 
It combines screen capture, OCR, interface-element detection, 
issue classification, and LLM-based solution generation in one 
application, so the user no longer has to switch between a 
terminal, a browser, and a chat tool. 

A. System Architecture 

The system is built in layers, and each layer has one job. The 
user and input layer holds the React dashboard and collects 
frames, input events, and the active window. The processing 
layer cleans each frame, extracts its text and finds interface 
elements. The AI layer analyzes the context, classifies the 
issue, and produces a solution. The response layer shows 
suggestions and alerts, while a set of core services manages 
sessions, feedback, and the knowledge base. A Node.js and 
MongoDB back end stores sessions, captures, issues, solutions, 
and logs. The front end uses React; the server uses Node.js and 
Express.js; OCR uses Tesseract.js; alerts travel over WebSocket; 
and Docker handles containerization. The assistant works in 
four modes: Standard, Coding Help, Writing Assistant, and 
Screen Awareness. 

B. Key Features and Functionalities 

The system brings several functions into one platform. 

•  Screen Awareness: captures the screen while the user 
works and skips frames that show no meaningful change. 

• Issue Detection: places each problem into a category 
(error, warning, idle, code bug, or interface confusion) 
with a severity level. 

• Solution Generation: returns the root cause, numbered 
steps, a copyable command, and a confidence value for 
each detected issue. 

• Floating Windows Overlay: offers a compact assistant 
with Diagnose, Chat, and Settings tabs and a keyboard 
shortcut for diagnosing the active screen. 

• Prompt Library: provides 16 built-in prompt templates 
with input placeholders, plus the user’s own saved tem-
plates. 

• Knowledge Base and Voice Mode: lets the user ask 
questions about local documents and talk to the assistant 
by voice. 

• History and Analytics: stores every session and supports 
full-text search, pinning, archiving, export, and usage 
statistics. 

C. Processing Pipeline 
The system obtains frames through the screen-capture API, 

either at a fixed interval or when an event occurs. Privacy 
filters run before anything is captured. Each frame is converted 
to grayscale, thresholded, denoised, and resized. A Tesseract-

based engine returns the recognized text with bounding boxes, 
and a vision-capable LLM can act as an alternative route for 

text extraction. A computer-vision model, together with window 
metadata, finds buttons, input fields, dialogs, and error widgets. 

Next, the OCR text, interface metadata, and active-
application information are merged into one structured context 

object. It records the text regions, the detected elements, the 
focused application, a timestamp, and recent history. A rule-

based filter and a machine-learning classifier then assign the 
context to an issue category and give it a severity score, which 

is mapped to low, medium, or high. 
When an issue is found, the system first searches the 

knowledge base for related entries. It then sends the context 
and the issue type to the LLM through its API and turns the 
reply into a suggestion card. Alerts reach the dashboard over 
WebSocket and follow the frequency and severity settings that 
the user has chosen. Whenever the user accepts, ignores, or 
rates a suggestion, the action is written to the activity log and 
fed back into the knowledge base and the classifier retraining 
process. 

D. Data Model 
A user owns many screen sessions; each session holds many 

captures; a capture can produce several detected issues; and 
each issue can have several suggested solutions. User actions 
are recorded separately in an activity log. Table I lists the main 
entities. 

E. Security and Data Persistence 
Data security and persistence are handled as follows: 
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TABLE I
MAIN DATA ENTITIES

TABLE II
PERFORMANCE METRICS OF THE SCREEN ASSISTANCE SYSTEM

Entity Key fields Relation Metric Idle State Normal Usage Heavy Load
Users id, name, email, password 1:N sessions, CPU Usage (%) – – –

hash, role logs Memory Consumption (MB) – – –
ScreenSessions id, user, start/end time, 1:N captures End-to-End Response Time (s) – – –

active app OCR Accuracy (%) – – –
ScreenCaptures id, session, path, OCR text, 1:N issues Issue-Classification F1 – – –

time
DetectedIssues id, capture, type, severity, 1:N solutions

confidence
SuggestedSolutions id, issue, text, model, – together with its root cause, numbered steps, and a fix that can

ActivityLogs
helpful, feedback
id, user, action, time, details, –
IP

be copied. Each screen is described in more detail below.

• Login relies on JSON Web Tokens kept in an HttpOnly 
cookie, and an account is locked after five failed attempts.

• Passwords must be at least eight characters long, with a 
strength indicator to guide the user.

• Stored user data is encrypted, and sessions, captures, 
issues, and solutions are saved in MongoDB.

• Nothing is captured until the user has given explicit 
consent, and capture can be paused at any time.

F. Implementation Strategy

The code is split into nine modules in three groups. The
first group handles capture and extraction: screen monitoring, 
OCR, and interface detection. The second handles analysis: the 
context analyzer, the issue classifier, and the solution generator. 
The third handles delivery and memory: the notification 
manager, the feedback and knowledge-base module, and the 
history and reporting module. The prototype runs on Windows 
10 and 11 with Node.js v18 and a local MongoDB instance.

The login form checks required fields, email format, and the 
password policy, and moves through idle, submitting, success, 
and error states. The registration form adds name, role, and 
password confirmation, checks for duplicate email addresses as 
the user types, and shows a privacy notice. Both forms are part 
of a React front end that also contains the dashboard, session 
history, and prompt library shown in Section IV.

IV. RESULTS AND DISCUSSION

The developed system was tested across multiple scenarios 
to evaluate its functionality, performance, and user experience. 
The evaluation (see Table II) focuses on accuracy, response 
time, resource use, and security of the main features. Testing 
used synthetic screen captures, mock OCR output, and dummy 
user accounts, and no real personal data was involved.

Figure 1 gives an overview of the main result screens. The 
Screen Sessions page (top left) lists every live-watch run with 
its captures and detected issues. The dashboard (top right) is 
the home screen, with shortcuts to a new conversation, voice 
mode, screen capture, and the knowledge base. The Screen 
Awareness view (bottom) shows the live capture of a terminal 
on the left and, on the right, the issue the system detected,

Fig. 1. Overview of the result screens of the Desk Screen Assistance
application: the Screen Sessions page listing live-watch runs with their captures
and detected issues (top left), the dashboard with quick actions, usage cards,
and AI modes (top right), and the Screen Awareness view with the live terminal
capture and the detected critical issue with its fix (bottom).

Unit tests checked individual functions, listed in Table III.
Integration tests followed the full chain from screen capture 
through the OCR engine, context analyzer, issue classifier, 
solution generator, and notification manager to the interface. 
They checked how data and errors pass between modules and 
how the system behaves when an earlier module returns nothing 
or only part of the expected output. Functional tests covered 
login and registration, the display of issues, accepting or 
ignoring a solution, history, notifications, and feedback. System 
tests validated the whole workflow, including performance, 
stability, security, compatibility (Chrome, Edge, and Windows 
10/11), and usability. Boundary cases included empty OCR 
output, an unsupported screen resolution, a network timeout,
an invalid login, a duplicate session, and an oversized capture 
file.

A. Feature Performance and Accuracy

Dashboard. Figure 2 shows the home screen. A sidebar on
the left groups the tools into Workspace, Live Capture, and 
Intelligence sections. The main area greets the user and offers 
quick actions for a new conversation, voice mode, screen 
capture, and the knowledge base. Three cards report the number 
of conversations, messages, and stored documents, and a row of 
AI modes (standard, coding help, writing assistant, and screen 
awareness) lets the user choose how the assistant behaves. The 
screen also carries a local-first label and a command palette.
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TABLE III 
UNIT TEST CASES 

 

Function Input Expected output 
 

validateUserInput Empty email Validation error 
parseOCRResult Noisy OCR text  Cleaned, structured 

text 
extractUIElements Screenshot 

bitmap 
parseContextData Raw session 

object 
classifyIssue Context and 

elements 

Elements with 
coordinates 
Structured context 
model 
Issue category 

mapSeverityLevel Issue type LOW / MED / 
HIGH 

formatSolution Raw AI response Solution card object 
applyNotificationRule Severity and 

preferences 
saveSessionRecord Completed 

session 

Correct trigger 

Persisted, ID 
returned 

 
 

 
 
 
 
 
 
 
 

 
 
 
 
 

 
Fig. 2. Dashboard of the Desk Screen Assistance application: the sidebar 
with Workspace, Live Capture, and Intelligence sections, the quick actions, 
the usage cards, and the AI modes. 

 
 
 

Screen Awareness. In a representative case, the user was 
working in a terminal that printed a Cannot find module 
error because package.json was missing. The bottom of 
Fig. 1 shows the live capture on the left, with a status line 
reporting that frames with no meaningful change are skipped. 
On the right, the live feed lists the detected issue, which the 
system classified as critical in a command-prompt context. It 
titled the issue “Missing package.json and module not found,” 
explained the root cause, and gave numbered steps and a ready-
to-copy fix, npm init -y followed by npm install. The 
user can mark the fix as helpful or not helpful, or pick a 
suggested follow-up question. 

Issue Card and Windows Overlay. Figure 3 shows the same 
diagnosis in two forms. The issue card (top) names the error 
type (FILENOTFOUNDERROR), carries a confidence value 
of 90 %, describes the problem in one line, and shows the 
recommended fix with a button that copies the command. The 
floating overlay (bottom) presents the same result in a compact 
window with Diagnose, Chat, and Settings tabs. Its “Diagnose 
Active Screen” button is bound to Alt+Shift+S, and a live 
screen monitor toggle sits below it. 

Fig. 3. Diagnosis of the missing package.json error: (top) the issue card 
with the error type, the 90 % confidence value, a one-line description, and the 
copyable fix, and (bottom) the floating Windows overlay with the Diagnose, 
Chat, and Settings tabs. 

 

 
Session History. Every live-watch run is stored as a session. 
The Screen Sessions page (top left of Fig. 1) shows the totals 
(17 sessions, 24 captures, and 17 detected issues) and lists each 
session with the application it watched (for example Command 
Prompt, Visual Studio Code, and OpenRouter), its duration, 
its captures, and its issues. A session that is still running is 
marked as open. 
Prompt Library. Figure 4 shows the prompt library. A 
search box and category filters (all, coding, general, interview, 
meetings, screen, and writing) help the user find a template, 
and a button creates a new one. Each card, such as explaining 
an error, code review, writing unit tests, refactoring, building 
a regular expression, or summarizing a meeting, has a Use 
button that runs the template with the user’s input and a star 
for marking favorites. 

 

Fig. 4. Prompt Library: the search box, the category filters, and reusable 
prompt cards, each with a Use button. 
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B. Performance Evaluation 
The evaluation covers six aspects. OCR quality is measured 

as character and word error rate on terminal, editor, and 
web-page screenshots whose text is known in advance. Issue 
detection is scored with precision, recall, and F1 over the 
five issue classes. Solution quality is the share of generated 
suggestions that actually fix the problem. Latency is timed 
for each stage and end to end, and reported as a mean and a 
95th percentile against the target of a response in under two 
seconds. Resource use covers CPU, memory, and network at 
idle and under load. Usability compares task time and user 
satisfaction with a manual-search baseline. Table II reports the 
measured values. 

Two factors matter most for quality: how well OCR copes 
with cluttered screens, and how long the LLM call takes, since 
that largely determines how responsive the system feels. The 
results should be read with some caution. The test data were 
synthetic, the screens were in English only, and the system 
depends on an external LLM. 

C. Security and Privacy Considerations 
• Capture starts only after explicit user consent, privacy 

filters run before capture, and the user can pause capture 
at any time. 

• Stored user data is encrypted, and login uses token-based 
authentication with account lockout after repeated failures. 

• Because the captured context is sent to an external LLM 
service for analysis, users should be told clearly what is 
transmitted. 

D. Limitations 
• OCR noise: low-resolution or cluttered screens reduce 

text quality. Pre-processing helps, but it does not remove 
the problem. 

• Ambiguous context: when several applications are open, 
it is hard to tell which task the user is actually working 
on. 

• Response delay: calls to the LLM can slow down a 
system that is meant to feel immediate. 

• Domain limits: a general-purpose LLM can be wrong on 
specialized topics, and the commands it suggests are not 
tested in a sandbox before the user runs them. 

• Platform scope: we tested on Windows 10 and 11 only. 

V. CONCLUSION AND FUTURE SCOPE 
We presented a screen assistance system that captures the 

screen, extracts text and interface elements, classifies the issues 
it finds, and generates practical suggestions through an LLM. It 
is backed by a knowledge base that learns from user feedback. 
With screen awareness, severity-rated issue detection, a floating 
overlay, a prompt library, and a searchable session history, the 
assistant gives both general users and developers proactive help. 
The prototype shows that screen-aware assistance is feasible 
on an ordinary Windows desktop. 

The system works as designed, but several improvements 
are planned. Users should be able to switch capture on and 

off and to exclude specific applications. Alert thresholds need 
to be calibrated on real data, and support should extend to 
more applications, operating systems, and multi-monitor setups. 
On-device processing with a small local model would improve 
privacy, and deep-learning-based OCR could raise accuracy on 
handwritten and low-resolution content. We also plan adaptive 
context learning, personalized workflow learning, and a safe 
way to verify suggested actions before they run. 
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