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Abstract - Vehicular Ad hoc Networks (VANETS) underpin
the safety-messaging layer of Intelligent Transportation Systems,
but their open wireless medium leaves them exposed to insider
attacks that survive cryptographic authentication. Position
falsification and Sybil attacks are particularly harmful because
they corrupt the Basic Safety Messages (BSMs) on which
collision-avoidance and platooning applications rely. This paper
proposes a roadside-unit (RSU)-resident misbehavior detection
framework that couples a teaching-learning-enhanced Marine
Predators Algorithm (TL-MPA) for feature selection with k-
Nearest Neighbors, Support Vector Machine, and fully connected
deep neural network classifiers. BSMs from the VeReMi dataset
are deduplicated, merged with ground truth, cleaned with a
median absolute deviation estimator, and encoded, and two
consecutive BSMs from each sender are fused into a single
feature vector. TL-MPA then selects the most informative
kinematic and positional features, namely velocity, position
coordinates, and sender-receiver range. On VeReMi, the
proposed pipeline achieves binary F1 scores above 99 percent for
all five position-falsification attack types and raises multiclass
precision and recall to 99.59 percent and 99.49 percent,
outperforming unoptimized kNN and SVM baselines and a prior
consecutive-BSM method on the same dataset. Ablation results
show that two-BSM fusion is the main source of this gain, while
feature selection reduces input dimensionality with comparable
or better detection performance. The RSU-side design keeps
feature selection and inference off resource-constrained on-board
units. Limitations of single-dataset synthetic evaluation and
directions for cross-dataset validation and edge deployment are
discussed.

Keywords Vehicular Ad hoc Network (VANET); misbehavior
detection; VeReMi dataset; position falsification; Sybil attack;
feature selection; Marine Predators Algorithm; machine learning;
deep learning; roadside unit

I. INTRODUCTION

A. Background and Motivation

Road traffic injuries remain among the leading causes of
death worldwide. The World Health Organization’s Global
Status Report on Road Safety 2023 estimates 1.19 million road
traffic deaths annually and identifies road trauma as the leading
cause of death for people aged 529 years, despite a 5% decline
in fatalities since 2010 [1]. Intelligent Transportation Systems
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(ITS) are widely regarded as the most scalable route to
reducing this toll, and Vehicular Ad hoc Networks (VANETS)
are the communication substrate on which cooperative ITS
safety applications forward-collision warning, intersection-
movement assist, and platooning are built [2], [3]. VANETSs
enable vehicle-to-vehicle (V2V) and vehicle-to-infrastructure
(V2I) communication over IEEE 802.11p/WAVE Dedicated
Short-Range Communication (DSRC), forming a hybrid
topology in which fast-moving On-Board Units (OBUSs)
exchange Basic Safety Messages (BSMs) both with each other
and with fixed Roadside Units (RSUs) connected to a central
authority [3], [4].

Because most inter-vehicle safety messages must be
broadcast with low latency, they are rarely encrypted beyond
source authentication, and the open, decentralized nature of
VANETSs leaves them vulnerable to forgery, denial-of-service,
Sybil, and position-falsification attacks [4], [5]. Cryptographic
authentication can exclude outsiders who lack valid credentials,
but it cannot, by itself, stop an authenticated insider from
broadcasting false positional data. A vehicle with valid
credentials can still lie about where it is. Detecting this class of
behavior requires continuous, data-driven monitoring, which is
where machine learning (ML)- and deep learning (DL)-based
misbehavior detection systems (MDS) have shown consistent
promise over the last decade [5][8].

B. Research Gap and Contributions

Most existing VANET misbehavior detection studies train
and evaluate classifiers on the single-BSM feature vector and
place the detection burden on the OBU, which has limited
memory, energy, and compute budget [9]. Comparatively little
attention has been paid to (i) fusing information across
consecutive BSMs to expose short-horizon kinematic
inconsistencies, (ii) offloading detection to RSUs, which have
materially higher processing capacity and a wired backbone to
a central authority, and (iii) principled feature selection for the
resulting feature space, as opposed to using all raw BSM/GPS
fields. This paper addresses these gaps and makes the
following contributions:

e A two-BSM data-fusion scheme that merges
consecutive basic safety messages before feature
extraction, exposing short-term  positional and
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kinematic inconsistencies  that
classifiers miss.

single-message

e An RSU-resident detection architecture that shifts
feature selection and classification off the on-board unit,
consistent with the asymmetric compute budgets of
VANET nodes.

e A teaching-learning-enhanced Marine Predators
Algorithm (TL-MPA) for feature selection that
mitigates the premature convergence tendency of
standard MPA and reduces the BSM feature set to the
variables with the greatest discriminative value.

e An empirical comparison of kNN, SVM, and a fully
connected deep neural classifier on the resulting feature
set for both binary and five-class position-falsification
classification on the VeReMi dataset, benchmarked
against raw-feature and prior published baselines.

C. Paper Organization

Section 11 reviews related work on VANET security
requirements, cryptographic limitations, and ML/DL-based
misbehavior  detection, including recent (20232025)
contributions. Section 1l presents the network and threat
model. Section IV details the proposed methodology: dataset,
preprocessing, TL-MPA feature selection, and classifiers.
Section V describes the experimental setup. Section VI reports
and discusses results. Section VII discusses limitations, and
Section V111 concludes with directions for future work.

Il. RELATED WORK

A. VANET Security Requirements and Attack Taxonomy

VANET security requirements are conventionally
organized around  availability, = message integrity,
confidentiality, source authentication, non-repudiation, and
privacy/non-traceability [4], [10]. Attacks are correspondingly
classified by the property they target: availability attacks
include denial-of-service (DoS/DDoS), Sybil, and position
falsification; integrity attacks include message tampering and
replay; and  confidentiality/privacy  attacks  include
eavesdropping and traffic analysis [4], [11]. Because broadcast
safety messages are time-critical and cannot tolerate
heavyweight per-message cryptography, VANET security
research has consistently identified insider misbehavior,
legitimately authenticated nodes broadcasting false data, as the
residual risk that authentication alone cannot close [4], [9],
[12].

B. Cryptography-Based and Trust-Based Approaches

Certificate-based authentication, conditional privacy-
preserving authentication (CPPA) schemes, and trust/reputation
frameworks reduce the attack surface from outsiders and
provide accountability once misbehavior is flagged but rely on
tamper-proof hardware or costly bilinear-pairing operations
and cannot, on their own, distinguish an authenticated liar from
a truthful node [13], [14]. This motivates data-driven, behavior-
based detection layered on top of cryptographic authentication
rather than as a replacement for it.

C. Machine Learning and Deep Learning-Based
Misbehavior Detection

A substantial body of work has applied supervised ML,
chiefly SVM, kNN, Random Forest, and artificial neural
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networks, to VANET intrusion and misbehavior detection
[51[9], [15]. So et al. showed that combining plausibility
checks with kKNN/SVM classifiers improves detection precision
over plausibility checks alone [16]. Sharma and Jaekel
proposed a consecutive-BSM feature representation for
position-falsification classification on VeReMi, which is the
closest prior baseline to the present work and is used for direct
comparison in Section VI [17]. More recent studies have
moved toward recurrent and attention-based architectures:
Mahesh et al. proposed a HyperLSTM model evaluated on the
larger VeReMi Extension dataset covering 20 attack categories
[18], and Youness et al. introduced VVeMisNet, which engineers
DSRC-neighborhood-density ~ and inter-message-timing
features for LSTM/GRU/BILSTM classifiers at scales up to
two million samples while explicitly addressing the severe
class imbalance (roughly 60% legitimate traffic) present in
VeReMi-derived datasets [19]. Ensemble approaches
combining bagging with kNN, Random Forest, and MLP
classifiers have also been reported on VeReMi for RSU-level
sequential-BSM detection [20]. Federated learning has
emerged as a parallel research direction that keeps BSM data
local to vehicles or RSUs: Marmol Campos et al. and Gurjar et
al. both report competitive multiclass accuracy (9193%) on
VeReMi/VeReMi Extension using federated aggregation
strategies (FedAvg, FedProx, and FedYogi) [21], [22], and Qu
and Cai proposed a federated intrusion detection system for
vehicle-road cooperation scenarios [23]. Recent survey work
situates these contributions and highlights that most reported
gains have been demonstrated only in simulation, with limited
attention to inference latency and on-RSU deployment cost, a
gap this paper’s RSU-resident design is intended to address
[24], [25].

D. Feature Selection and Metaheuristic Optimization for
Intrusion Detection

Feature selection reduces training time and can improve
generalization by removing non-contributing BSM/GPS fields
(e.g., message ID and RSSI noise vectors) before classification.
The Marine Predators Algorithm (MPA), a metaheuristic
inspired by Lévy-flight and Brownian foraging strategies in
marine predatorprey interactions, has been applied to feature
selection and optimization problems across domains but is
documented to be prone to premature convergence and
entrapment in local optima [26]. Hybridization with
teachinglearning-based strategies and crossover operators has
been shown to mitigate this weakness and improve
convergence in recent 20242025 studies applying enhanced
MPA variants to intrusion detection in loT and industrial
settings [27][29]. The present work adopts this teaching-
learning-enhanced MPA  formulation for the VANET
misbehavior detection setting, which, to the best of our
knowledge, has not been directly benchmarked against un-
optimized feature sets on VeReMi in prior published work.

E. Summary and Positioning

Table | summarizes representative recent studies. Relative
to this literature, the present work is distinguished by (a) RSU-
side rather than OBU-side deployment, (b) two-BSM fusion
prior to feature selection, and (c) an explicit ablation of
metaheuristic feature selection versus raw features, evaluated
consistently across kNN, SVM, and a deep neural classifier on
the same VVeReMi partitions.
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TABLEI. POSITIONING OF THE PROPOSED WORK RELATIVE TO REPRESENTATIVE RECENT VANET MISBEHAVIOR DETECTION STUDIES
Ref. Year Technique Dataset Key Result / Gap Addressed
- . +20% accuracy over plausibility checks alone;
[16] 2018 | Plausibility checks + KNN/SVM VeReMi single-BSM features
[17] 2022 ML on consecutive-BSM pairs VeReMi Closest prior baseline; limited to 5 attack types,
OBU-oriented
[18] 2025 HyperLSTM VeReMi Extension 20 attack categories; no RSU deployment analysis
[19] 2025 LSTM/GRU/BILSTM + engineered VeReMi Extension (up to 2M Addresses class imbalance; reports deployment
spatiotemporal features samples) constraints
[20] 2025 Bagging ensemble (KNN, RF, MLP) VeReMi RSU-level sequential-BSM detection
Federated learning . - Privacy-preserving, distributed training; 9193%
[21],[22] 202425 (FedAvg/Prox/Yogi) VeReMi Extension accuracy
[27][29] 202425 i}ggggﬁd/hyb“d MPA feature 10T/IDS benchmarks (non-VANET) | Mitigates MPA premature convergence
This work IhN'\;ISP\?l\Eglglﬁ stevlve(;:_téogl\z fusion VeReMi Combines feature-selection ablation with RSU-side
RSU-resident ' ' two-BSM fusion

I11. SYSTEM AND THREAT MODEL

A. Network Architecture

The VANET architecture assumed here is the standard
hybrid model: OBUs installed in vehicles communicate
directly with nearby vehicles (V2V) and with fixed RSUs
(V21) over IEEE 802.11p/WAVE DSRC; RSUs are wired to a
Central Authority (CA) responsible for periodic credential
issuance and network-wide coordination [3], [4]. RSUs have
materially higher computational capacity than OBUs and are
not subject to the same energy constraints, which motivates
placing feature selection and classifier inference at the RSU
rather than the vehicle.

B. Threat Model

We consider an insider adversary: a vehicle with valid
cryptographic credentials that broadcasts falsified BSMs. Two
attack families are considered. (i) Sybil attack: the adversary
claims multiple simultaneous identities to simulate non-existent
vehicles, which can trigger unwarranted collision-avoidance or
congestion responses from honest vehicles [11]. (ii) Position
falsification: the adversary reports an incorrect location,
instantiated in the VeReMi dataset as five sub-types: Constant
(ID 1), Constant Offset (ID 2), Random (ID 4), Random Offset
(ID 8), and Eventual Stop (ID 16), described further in Section
IV-A and Table Il [30]. The detection objective is framed as
both a binary problem (attacker vs. legitimate) and a five-class
problem (identifying the specific attack subtype).

C. Design Rationale for RSU-Resident Detection

Placing the trained classifier and feature-selection pipeline
on the RSU rather than the OBU avoids adding inference
latency and memory pressure to safety-critical on-vehicle
computation. Once an RSU flags a vehicle’s BSM stream as
anomalous, it can (a) notify nearby vehicles directly, since it
already possesses the wireless range to do so, and (b) forward
the labeled instance to the shared database maintained by the
central authority, incrementally improving the model. This
design is consistent with, and extends, the node-centric/data-
centric taxonomy of misbehavior detection schemes described
in prior surveys [9], [24].
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IV. PROPOSED METHODOLOGY

A. Dataset: VeReMi

We use the VeReMi dataset [30], generated with the LuST
(Luxembourg SUMO Traffic) mobility scenario and the
VEINS simulation framework and widely used as a
comparable benchmark for VANET misbehavior detection
[17], [18], [24]. VeReMi comprises 225 simulation runs
spanning five position-falsification attack types, three traffic
densities (low: 3539 vehicles, ~9081,144 BSMs; medium: 108
vehicles, ~4,489 BSMs; high: 519 vehicles, ~21,878 BSMs),
and three attacker ratios (10%, 20%, 30%), each replicated five
times with randomized seeds. Each scenario yields a ground-
truth file and per-vehicle message logs containing both GPS
and BSM records; BSMs carry the DSRC-received V2V signal
fields, while GPS records provide each vehicle’s own
positional ground truth. Table Il lists the attack identifiers used
throughout this paper.

TABLE II. POSITION-FALSIFICATION ATTACK TYPES AND IDENTIFIERS IN
THE VEREMI DATASET [30]
Atlt ng Attack Name | Falsification Parameters

1 Constant Fixed reported position (x=5560, y=5820)
Fixed offset applied to true position

2 Constant Offset (AX=250, Ay=—150)
New position drawn uniformly at random

4 Random - .
from the simulation area at every message
New Ax, Ay drawn uniformly from [-300,

8 Random Offset | 300] around the true position at every
message.
A genuine position was reported, then

16 Eventual Stop | broadcast was frozen with stop probability
increasing 0.025 per 10 Hz update.

0 Normal No falsification (legitimate vehicle)

B. Data Preprocessing

e Deduplication: Each BSM is received by multiple
vehicles, so duplicate log entries sharing a timestamp,
sender 1D, and message ID are removed prior to
labeling.

e  Ground-truth merge: deduplicated logs are joined with
the scenario’s ground-truth file to produce a supervised,
labeled dataset.
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e OQutlier filtering: inconsistent or missing field values
are identified and filtered using a Median Absolute
Deviation (MAD) estimator, which is more robust to the
heavy-tailed noise present in raw BSM logs than a
mean/standard-deviation approach.

e Categorical encoding: categorical fields (e.g.,
message/protocol type) are one-hot encoded into
numerical form suitable for kNN, SVM, and neural
network input.

e  Two-BSM fusion: rather than classifying a single BSM
in isolation, feature vectors from two temporally
consecutive BSMs from the same sender are
concatenated, exposing short-horizon inconsistencies
(e.g., an implausible position jump) that a single
message cannot reveal.

C. Feature Selection: Teaching-Learning-Based Marine
Predators Algorithm (TL-MPA)

The cleaned, labeled feature set is passed to a teaching-
learning-enhanced Marine Predators Algorithm for feature
subset selection. Standard MPA models three velocity-ratio
regimes between predator (search agent) and prey (candidate
feature subset): (i) an exploration phase, when the predator
moves faster than the prey; (ii) a mixed exploitationexploration
phase, when predator and prey move at comparable speed; and
(iii) an exploitation phase, when the prey moves faster than the
predator, at which point Lévy-flight steps dominate the search
[26]. Positions are updated relative to an Elite matrix (the best-
performing feature subset found so far) and a Prey matrix (the
current population), with Fish Aggregating Device (FAD)
effects periodically reinitializing a fraction of the population to
reduce the risk of local-optimum entrapment. Because standard
MPA is nonetheless prone to premature convergence, we
hybridize it with a teachinglearning-based optimization step in
which candidate solutions periodically move toward a
population-mean-informed “teacher” solution before resuming
MPA-style updates, consistent with recent enhanced-MPA
formulations reported for intrusion detection tasks [27][29].
We use a population size of 10 and 100 iterations. TL-MPA
retains the X, y, and z positional coordinates, velocity
components, and inter-vehicle range (sender-to-receiver
distance) as the most discriminative features, while eliminating
position-noise and speed-noise vectors, RSSI, and message 1D
fields as low-contribution features.

D. Classification Models

Three classifiers are trained and compared on the TL-MPA-
selected feature set for both binary (attacker vs. legitimate) and
five-class (attack-type) classification:

k-Nearest Neighbors (KNN): a non-parametric, instance-
based classifier that assigns a query BSM pair to the majority
class among its k nearest neighbors under Euclidean distance.

Support Vector Machine (SVM): trained with a radial basis
function (RBF) kernel to accommodate the non-linear
separability of the selected feature space.

Proposed deep neural classifier: a feed-forward network
with an input layer that normalizes the TL-MPA-selected
features, a stack of fully connected hidden layers with batch
normalization and ReLU activation, and a softmax output layer
trained with a cross-entropy loss. The network is trained for 30
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epochs with a mini-batch size of 64 and a learning rate of
0.001, using an 80:20 train/test split.

E. Evaluation Metrics

Performance is reported using precision, recall, F1-score,
and overall/validation accuracy, computed from the confusion
matrix (true positive TP, true negative TN, false positive FP,
and false negative FN), where a positive label denotes an
attacker and a negative label denotes a legitimate vehicle. The
metrics are defined as

Precision = TP / (TP + FP) 1)

Recall = TP / (TP + FN) (2)

F1 =2 - Precision - Recall / (Precision + Recall) 3)
Accuracy = (TP + TN) / (TP + TN + FP + FN) 4)

The Matthews Correlation Coefficient (MCC) and Cohen’s
Kappa are also informative for the imbalanced multiclass
setting; their use is discussed in Section VII.

V. EXPERIMENTAL SETUP

Simulations were implemented in MATLAB 2021a on a
Windows 10 workstation (Intel Core i5, 4th generation, 8 GB
RAM). The preprocessed, TL-MPA-reduced dataset was split
80:20 into training and test partitions. Both high-density
(108519 vehicles) and low-density (3539 vehicles) VeReMi
scenarios were evaluated separately for the binary classification
task, and a combined multiclass dataset spanning all five attack
types, plus the normal class, was constructed for the multiclass
task. The limitations of this single-split protocol are discussed
in Section VII.

VI. RESULTS AND DISCUSSION

A. Binary Classification: Sybil and Position-Falsification
Detection with kNN

Table 111 reports binary detection performance for the Sybil
attack and for the constant and constant-offset position-
falsification sub-types using the KNN classifier on the two-
BSM feature representation.

TABLE Il KNN BINARY CLASSIFICATION RESULTS FOR SYBIL AND
POSITION-FALSIFICATION ATTACK TYPES 1 AND 2
Attack Pr(zg/l:)lon Recall (%) | Fl-score (%)
Syhil 95.27 94.52 94.89
Constant (Type 1) 96.27 97.52 96.89
Constant Offset (Type 2) 97.27 94.58 95.91

B. Binary Classification Across All Attack Types: KNN vs.
SVM vs. Proposed Classifier

Table IV compares kNN, SVM, and the proposed deep
classifier across all five position-falsification subtypes under
the combined (pooled-density) dataset. The proposed classifier
matches or exceeds both baselines on every attack type, with
the largest margin on Attack Type 1 (Constant), where it
improves the F1-score by 2.3 points over KNN and 1.3 points
over SVM. All three classifiers converge to near-ceiling
performance (F1 > 99.4%) on Types 8 and 16, where the
falsification pattern (bounded random offset; frozen final
position) produces feature distributions that are easily separable
once two-BSM fusion is applied.
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TABLE IV. COMPARISON OF KNN, SVM, AND THE PROPOSED CLASSIFIER
FOR BINARY CLASSIFICATION ACROSS ALL FIVE POSITION-FALSIFICATION
ATTACK TYPES
ATt;";‘)Cek Classifier F’“gg/'j)'on Recall (%) Fl('j/f);"e
Type 1 k-NN 96.27 97.52 96.89
Type 1 SVM 97.24 98.52 97.87
Type 1 Proposed 98.29 100.00 99.18
Type 2 kNN 97.27 94.58 95.91
Type 2 SVM 98.48 99.67 99.07
Type 2 Proposed 99.24 100.00 99.62
Type 4 kNN 99.50 98.67 99.08
Type 4 SVM 100.00 98.72 99.36
Type 4 Proposed 100.00 99.02 99.50
Type 8 KNN 98.89 100.00 99.44
Type 8 SVM 100.00 99.52 99.76
Type 8 Proposed 100.00 100.00 100.00
Type 16 kNN 100.00 100.00 100.00
Type 16 SVM 99.85 100.00 99.92
Type 16 Proposed 100.00 100.00 100.00

C. Multiclass Classification

Table V reports five-class (attack-type) classification
performance, including a comparison against the consecutive-
BSM baseline of Sharma and Jaekel [17]. SVM performs
comparatively poorly in the multiclass setting (61.15% recall),
consistent with its known sensitivity to class overlap in one-vs-
rest decomposition without careful kernel/parameter tuning;
kNN performs modestly better. The proposed classifier attains
99.59% precision and 99.49% recall, outperforming both
baselines and the prior published method.

TABLE V. MULTICLASS CLASSIFICATION COMPARISON ACROSS ALL
FIVE ATTACK TYPES PLUS THE NORMAL CLASS
Algorithm Precision (%) Recall (%)
KNN 88.79 61.66
SVM 87.16 61.15
Sharma & Jaekel [17] 98.10 98.50
Proposed 99.59 99.49

D. Comparison with Prior Approaches and Ablation
Against Raw Features

To isolate the contribution of two-BSM fusion and feature
selection, Table VI compares (i) a single-BSM, no-feature-
selection baseline (“Original dataset”), (ii) a two-BSM fusion
model without TL-MPA feature selection (“2BSM model”),
and (iii) the full proposed pipeline (two-BSM fusion + TL-
MPA feature selection + proposed classifier). The single-BSM
baseline underperforms substantially on Types 2, 8, and 16
(precision as low as 2935%), confirming that a single message
carries too little kinematic context to expose these falsification
patterns. Two-BSM fusion alone closes most of this gap. TL-
MPA feature selection then contributes the final few points,
most visibly on Type 8 recall (97.2% to 100%) and on Type 16
precision and recall (96.8% and 95.2% to 100%), while
maintaining comparable performance on Types 1, 2, and 4 with
a reduced input feature set.
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Type 2 Precision 34.9 99.8 99.24
Type 2 Recall 18.8 99.7 100.00
Type 4 Precision 99.6 100.0 100.00
Type 4 Recall 68.9 99.8 99.02
Type 8 Precision 29.0 99.9 100.00
Type 8 Recall 14.7 97.2 100.00
Type 16 | Precision 31.0 96.8 100.00
Type 16 Recall 16.0 95.2 100.00

E. Overall Model Evaluation: Accuracy and Training Time

Table VII compares overall model accuracy, validation
accuracy, and training time. The proposed classifier achieves
the highest accuracy (99.55%) and validation accuracy
(98.64%) while requiring the least training time (24 s) of the
three methods on this hardware, a result that should be
interpreted with the caveats on hardware and single-run timing
discussed in Section VII.

TABLE VI. ABLATION OF TWO-BSM FUSION AND FEATURE SELECTION
AGAINST A SINGLE-BSM, NO-SELECTION BASELINE
. Original 2BSM model Proposed
Attack Metric dataset (%) (%) (%)
Type 1 Precision 57.4 100.0 98.29
Typel Recall 67.2 100.0 100.00

IJERTV 1515101497

TABLE VII.  OVERALL DETECTION ACCURACY, VALIDATION ACCURACY,
AND TRAINING TIME FOR EACH CLASSIFIER

Algorithm Model Validation Training
g Accuracy (%) | Accuracy (%) Time (s)
kNN 95.07 93.58 114
SVM 92.20 92.20 35.8

Proposed 99.55 98.64 24
F. Discussion

The results support three conclusions. First, temporal fusion
of consecutive BSMs is the single largest contributor to
detection performance, consistent with the intuition that
position-falsification attacks are defined by implausible motion
between messages rather than by any single message in
isolation. Second, TL-MPA feature selection yields a further,
smaller, but consistent improvement while reducing the
dimensionality of the classifier input, which is directly relevant
to RSU-side inference cost. Third, SVM’s comparatively weak
multiclass performance (61% recall) relative to its strong
binary performance (>97% F1 on most attack types) suggests
that the multiclass decision boundaries in this feature space are
non-trivially overlapping for a one-vs-rest linear/RBF
decomposition and a per-class confusion-matrix analysis, left
for future work, would clarify which attack pairs are most
frequently confused.

VII. LIMITATIONS

The present study has several limitations that bound the
generality of its conclusions.

e Single, synthetic dataset: all results are reported on
VeReMi, a simulation-generated dataset with five attack
types and three traffic densities. Generalization to the
larger VeReMi Extension dataset [18], [19] or to an
independently generated dataset has not yet been
demonstrated.

e Statistical validation: the reported metrics are single-
run point estimates obtained from one 80:20 split. k-
fold cross-validation with mean and standard deviation,
together with paired significance testing against each
baseline, would strengthen the comparisons.

e Model configuration: the deep classifier was evaluated
in a single configuration, and the sensitivity of the
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results to network depth, other

hyperparameters was not explored.

width, and

e Class imbalance: VeReMi-derived data are dominated
by legitimate traffic [19]. The influence of this
imbalance on the reported metrics, and of rebalancing
strategies such as class weighting or SMOTE [31], was
not analyzed.

e Imbalance-robust metrics: the Matthews Correlation
Coefficient and Cohen’s Kappa, which are more
informative than accuracy under class imbalance, are
not tabulated.

e Deployment cost: although RSU-side deployment is a
central motivation of this work, per-message inference
latency and memory footprint on RSU-class hardware
were not measured.

e Baselines: the comparison is limited to unoptimized
kNN and SVM baselines and the consecutive-BSM
method of [17]. Direct comparison with recent methods
such as [18] and [20][22] under identical data partitions
remains for future work.

e Timing measurements: training times (Table VII) were
measured in single runs on one commaodity workstation
and should be regarded as indicative rather than
definitive.

e Adversarial robustness: adaptive attackers that mimic
plausible kinematics to evade the selected features were
not modeled.

VIIl. CONCLUSION AND FUTURE WORK

This paper presented an RSU-resident misbehavior
detection framework for VANETSs that combines two-BSM
temporal fusion, teaching-learning-enhanced Marine Predators
Algorithm feature selection, and supervised classification
(KNN, SVM, and a deep feed-forward classifier) to detect Sybil
and five position-falsification attack sub-types in the VeReMi
dataset. The proposed pipeline improved binary F1 scores to
above 99% on all five position-falsification attack types and
multiclass precision/recall to 99.59%/99.49%, outperforming
unoptimized baselines and a prior published consecutive-BSM
method. Future work should (i) be validated on the VeReMi
Extension dataset and, ideally, a second independently
generated dataset; (ii) report cross-validated results with
significance testing; (iii) benchmark on-RSU inference latency
and memory footprint on representative edge hardware; (iv)
explore federated variants of the proposed pipeline to preserve
data locality across RSUs, consistent with recent federated
VANET IDS work [21][23]; and (v) evaluate robustness
against adversaries with partial knowledge of the detection
feature set.
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